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Abstract.  Frustration is a natural part of learning in AIED systems but remains 
relatively poorly understood. In particular, it remains unclear how students’ per-
ceptions about the learning activity drive their experience of frustration and their 
subsequent choices during learning. In this paper, we adopt a mixed-methods ap-
proach, using automated detectors of affect to signal classroom researchers to 
interview a specific student at a specific time. We hand-code the interviews using 
grounded theory, then distill particularly common associations between interview 
codes and affective patterns. We find common patterns involving student percep-
tions of difficulty, system helpfulness, and strategic behavior, and study them in 
greater depth. We find, for instance, that the experience of difficulty produces 
shifts from engaged concentration to frustration that lead students to adopt a va-
riety of problem-solving strategies. We conclude with thoughts on both how this 
can influence the future design of AIED systems, and the broader potential uses 
of data mining-driven interviews in AIED research and development. 

Keywords: Frustration, Mixed methods, Affect detection, Attitudes, Self-regu-
lated learning. 

1 Introduction 

Frustration is a natural part of learning, both in the context of AIED systems and more 
broadly, and yet it remains relatively poorly understood. Some articles have argued that 
frustration is a negative part of the learning experience, and should be eliminated [1, 2]. 
Other accounts have argued that frustration is necessary for an appropriate feeling of 
challenge and retention of knowledge over time (e.g. [3]). Indeed, the relationship be-
tween frustration and learning is unclear, with studies finding both negative associa-
tions [4, 5], and positive associations [6]. One study’s results suggest that it is frustra-
tion’s duration that matters for learning, not its overall rate of occurrence [7]. Theoret-
ical accounts even disagree about whether frustration is properly understood as a single, 
discrete affective state, with arguments that there are multiple types of frustration -- 
some even pleasurable [8] -- or that frustration can be meaningfully split into whether 
it is germane or extraneous to the learning task [9]. By contrast, other researchers have 
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argued that confusion and frustration interact with learning in many of the same ways 
[7]. Hence, it is fair to say that the field of AIED -- and educational psychology more 
broadly -- is confused about frustration. Many of us even appear to be frustrated about 
frustration. 

In particular, it is poorly understood how frustration interacts with the broader on-
going experience of participating in an AIED learning activity. We know that frustra-
tion precedes disengagement and tends to be relieved by disengaged behavior [10]. We 
know that frustration precedes help-seeking or on-task conversation with other students 
and can be relieved by those behaviors [11]. We know that frustration varies by learning 
activity [5] but what we do not know looms large. Researchers have argued that frus-
tration is associated with the experience of difficulty [12, 13], but can we better under-
stand how? How does frustration interact with a student’s shifting perspective on 
whether a learning system is interesting or helpful (cf. [14])? And finally, there is some 
evidence that frustration is tied to self-regulated learning processes and learning strat-
egy [15], but it is not yet fully clear how. 

 
Although the majority of the past studies on frustration in AIED systems are quanti-

tative, some of the attempts to more deeply understand frustration have leveraged qual-
itative or even introspective methods [8]. However, it has thus far been challenging to 
study frustration qualitatively, as out-of-context retrospective descriptions of a frustra-
tion experience may no longer have full access to the context or phenomenological 
experience that accompanies frustration (see review of the memory limitations sur-
rounding retrospective interviews in Huber & Power [16]). Indeed, meta-analyses sug-
gest that naturalistic frustration during learning is not always a particularly frequent or 
lengthy experience, D’Mello’s [17] meta-analysis finds that frustration is rarer than any 
other commonly-studied affective state except surprise, and other research has shown 
that a typical occurrence of frustration lasts an average of 8-40 seconds [18, 19]. Thus, 
a randomly-timed set of interviews would not be expected to capture a particularly large 
proportion of frustration experiences. Spontaneous self-report in time diaries [20] can 
capture the context surrounding a specific experience of frustration, but have limited 
scope for follow-up questions and rely heavily on participant initiative. Artificially-
induced frustration [21] may differ from genuine frustration in key fashions – for in-
stance, the stimuli used to create frustration within this methodology may not be repre-
sentative of the contexts where frustration naturally emerges.  

 
To better study frustration, we adopt a novel mixed-methods approach, using affect 

detection to drive qualitative research. In this approach, a suite of automated affect de-
tectors is integrated into a learning system. When an event of interest occurs – in this 
case, a transition from a different affective state to frustration, or a student experiencing 
sustained frustration over a significant period of time – a message is sent to a qualitative 
researcher present in the classroom, who can conduct an immediate, timely interview. 
This approach to mixed methods differs from the most common uses of mixed methods 
in education, which typically involve using both qualitative and more traditional quan-
titative methods (such as survey instruments or tests) to triangulate a research question, 
qualitative methods to explain quantitative findings, or using qualitative analysis to 



 

identify behaviors for further quantitative study (e.g. [22]). Instead, we use a quantita-
tive method – automated detection of affect – in support of a qualitative method – field 
interviews. As such, this method can increase the time-efficiency and cost-efficiency 
of using qualitative methods to study relatively rare events. 

2 Methods 

2.1 Betty’s Brain  

Betty’s Brain is an open-ended, computer-based learning system that uses a learning-
by-teaching paradigm to teach complex scientific processes [23]. Betty’s Brain asks 
students to teach a virtual agent (Betty) about scientific phenomena (e.g., climate 
change, ecosystems, thermoregulation) by constructing concept maps that demonstrate 
the causal relationships involved (see Figure 1.) 

Fig.1. Screenshot of viewing quiz results and checking the chain of links Betty used to answer a 
quiz question 

The learning process required by Betty’s Brain necessitates high levels of self-regula-
tion. As students construct their map, they must navigate through multiple hypermedia 
information sources where they can read about a variety of subthemes. They choose 
how often to test Betty’s knowledge, and they may elect to interact with a virtual mentor 
agent (an experienced teacher named Mr. Davis) if they are having trouble teaching 
Betty. Because of these design factors, strong self-regulated learning behaviors are cru-
cial for succeeding within Betty’s Brain. 

 



 

These pedagogical agents (Betty and Mr. Davis) provide a social framework for the 
gradual internalization of effective learning behaviors, and an emphasis on self-regula-
tory feedback that has been demonstrated to improve these behaviors among students 
who use Betty’s Brain [23]. Prior research [24] has explored the relationships between 
students’ cognitive and affective experiences in Betty’s Brain and emphasized how au-
tomated affect detector models can be beneficial for providing students with personal-
ized guidance that respond to their affective-cognitive states during learning.  
 
2.2 Study Design 

This study uses data from 93 sixth graders who used Betty’s Brain during the 2016-
2017 school year during their science classes in an urban public school in Tennessee. 
Data were collected over the course of seven school days. Students and their parents 
completed a consent form prior to the study. On the first day of the study, students 
completed a 30-45-minute paper-based pre-test that measured knowledge of scientific 
concepts and causal relationships. On day 2, students participated in a 30-minute train-
ing session that familiarized them with the learning goals and user interface of the soft-
ware. Following the pre-test and training, students used the Betty’s Brain software on 
days 2 through 6, for approximately 45-50 minutes each session, using concept maps 
to teach Betty about the causal relationships involved in the process of climate change. 
On day 7, students completed a post-test that was identical to the pre-test, in order to 
assess changes in knowledge based on working with Betty’s Brain for the week. 

 
As students interacted with Betty’s Brain, automatic detectors of educationally rele-

vant affective states [25] and behavioral sequences [24], already embedded in the soft-
ware, identified key moments in the students' learning processes, either from specific 
affective patterns or theoretically aligned behavioral sequences. This detection was then 
used to prompt student interviews. The affect detection used logistic regression or step 
regression to recognize affect from behavior patterns, and was normed using classroom 
observations [25]. 

 
Interviewers were signaled through a field research app, Quick Red Fox (QRF), 

which integrates with Betty’s Brain events and allows users to record metadata related 
to each event (in this case, timestamps and which student was being interviewed). A 
prioritization algorithm was used to select which student should be interviewed in in-
stances where multiple students displayed interesting patterns at roughly the same time. 
In addition to prioritizing rarer affective sequences (e.g., sustained frustration), priori-
tization was also given to students who had not yet been interviewed (or who had not 
been recently interviewed). If interviewers were not comfortable interrupting a student, 
for any reason, they could skip the prompt within the app, and receive another recom-
mendation from QRF. 

 
Interviewers attempted to take a helpful but non-authoritative role when speaking 

with students. Interviews were open ended and occurred without a set script; however, 
they often asked students what their strategies were (if any) for getting through the 



 

system. As new patterns and information emerged in these open-ended interviews, 
questions designed to elicit information about intrinsic interest (e.g., “What kinds of 
books do you like to read and why?” or “What do you want to be when you grow up?”) 
were added. Overall, however, students were encouraged to provide feedback about 
their experience with the software and talk about their choices as they used the software. 
 
2.3 Interview Coding 

A total of 358 interviews were conducted and recorded during this study. Audio files 
were collated and stored on a secure file management system available only to the re-
search team members. Three members of the research team manually transcribed the 
interviews, having agreed upon formatting and style. Metadata, including timestamps 
and recording IDs, were preserved, but student-level information was de-identified (i.e., 
each student was assigned an alphanumeric identifier, used across data streams).  

 
The code development process followed the recursive, iterative process used in [26] 

that includes seven stages: conceptualization of codes, generation of codes, refinement 
of the first coding system, generation of the first codebook, continued revision and 
feedback, coding implementation, and continued revision of the codes [26]. The con-
ceptualization of codes included a review of related literature to capture meaningful 
experiences relevant to the study's research questions. Using grounded theory [27], a 
method that is appropriate for the kind of open-ended interviews where students are 
being asked to interpret their own experiences, we worked with the lead interviewer 
(the 3rd author) to identify categories that were (1) relevant to both affective theory (i.e. 
[28]) and self-regulated learning theory (e.g. [29]) and (2) likely to saliently emerge in 
the interviews. A draft lexicon and multiple criteria were generated for a coding system 
to help identify these constructs.  

 
This coding scheme was iteratively refined, allowing us to identify relevant subcat-

egories as they emerged from initial analyses, until the entire research team had reached 
a shared understanding of the criteria and constructs being examined. Following the 
production of a coding manual, external coders simultaneously coded with the 5th au-
thor to reach acceptable inter-rater reliability before coding all of the transcripts. All 
codes had Cohen’s kappa > 0.6, and the average Cohen’s kappa across codes was 0.80 
-- see Table 1 for details.  Throughout the coding, external coders met and clarified any 
concerns with the codebook authors to avoid misinterpretation or miscoding of the data. 
A total of 12 interview codes were developed from the interview data; however, we 
prioritized first coding for experiences involving difficulty (Diff), resource helpfulness 
(Help), interestingness (Int), and strategic use of resources (Strat) based on the per-
ceived frequency of these experiences and their relevance to the affective experience 
of frustration. As these qualitative codes are not mutually exclusive, a single interview 
may be coded under multiple categories. 

 
2.4 Affect Sequence Calculation 

Once the interview data from Betty’s Brain was fully labeled, we calculated each  



 

Table 1. The coding scheme used for the interviews. 

Code     N Description, Example 

Difficult (Diff)    165 Negative evaluations, confusion, or frustration while interacting with the 
platform. Ex. "I am reading the science book again but I don't get it."  
κ = .911 

 
Helpfulness 
(Help) 

 
  51 Utility of within-game resources in learning, improvement, and positive 

evaluations of the resources. Ex. “I like how you put in the dictionary all 
the things that could help you with the – this, ‘cause I have no idea.” 
κ = .643 

Interestingness 
(Int) 

    11 Interestingness of within-game resources in learning and a continued de-
sire to use the platform. Ex. “Everything I do [in Betty’s Brain] interests 
me, you get one question right or everything right.” 
κ = .726 

Strategic Use 
(Strat) 

    205 Indicates a plan for interacting with the platform, notes changes in strat-
egy or interaction with the platform based on experiences. Ex. “ I'm just 
doing one section at a time...one section at a time that I tell Betty to take 
a test on it...and then I do it in the next section to see if she gets a 100 or 
if she gets one question wrong I go back and see.” 
κ = .911 

 
affective pattern’s prevalence within each student’s log files, looking not just at which 
patterns triggered a specific interview but all patterns present in the 80 seconds (four 
affective transitions) immediately before the interview. For each twenty-second period, 
we labeled it with the most likely (highest probability) affective state. Prior to compar-
ing detector outputs to determine which affective state was most likely, the offset of 
each detector was mathematically adjusted so that the distribution of the predicted af-
fective states matched the proportions of each affective state within the data originally 
used to develop the detectors. This step was taken to control for biases potentially in-
troduced through the practice of re-sampling rarer classes, used in the original detector 
development [25]. 

    
In our analyses, we focus on three types of affect patterns that have been previously 

examined in [30]. Each involved a sequence of either three or four 20-second log-file 
clips. First, we looked at sequences that mirror the two cycles outlined by D’Mello & 
Graesser [28] the ENG-CON-DEL-ENG cycle (a student goes from engaged, to con-
fused, to delighted, to engaged again) and the ENG-CON-FRU-BOR cycle (going from 
engaged, to confusion, to frustration, and boredom). For the purposes of this study, we 
have limited the analysis to 80 second (four-clip) versions of these cycles.  

 
Next, we considered transitions between two states. For these analyses, we looked 

for a student having at least two consecutive clips with the same affective state predic-
tions before transitioning to a second state (e.g., ENG-ENG-BOR or CON-CON-FRU). 
These durations allow us to explore the potential effect that a longer duration (two or 
more steps) of any given antecedent might have on the subsequent steps in a sequence. 



 

Thus, we are able to explore the possibility that affective states of a longer duration 
(more than one successive step) might be influencing the results seen for sequences 
involving multiple transitions without testing all possible durations. 
 

Finally, we consider sustained instances of two affective states that seemed to be 
driving the other patterns of statistical significance in this study. These are operation-
alized as 4-clip sequences (BOR-BOR-BOR-BOR and DEL-DEL-DEL-DEL), which 
we compare to sustained off-task behavior (OFF-OFF-OFF-OFF). 

 
2.5 Identifying and Studying Relationships 

Calculating the relationships between affect sequences and interview codes would ide-
ally involve statistical significance testing but doing so is infeasible for two reasons. 
First, the number of affect sequences and interview codes being studied is sufficiently 
large that studying their combination would require a much larger data set than is fea-
sible for interview data, for even a very liberal false discovery rate post-hoc control. 
This could be controlled for by selecting a much smaller number of affective sequences 
in advance. However, doing so would miss the opportunity to explore the space of af-
fective sequences, a still incompletely-understood area. A second limitation, even 
stronger, is that many of the interview codes and affective sequences are rare within the 
data set, requiring even more data to be able to capture the relationships between them.  

 
Instead, we look for the largest magnitudes of relationship, looking at the relative 

differences in frequency of an affective sequence when an interview code is present or 
absent. This provides a set of potentially interesting relationships to investigate in fur-
ther detail. Having found the largest-magnitude relationships, we examine the tran-
scripts of the interviews to understand the relationships better, presented below. Pseu-
donyms were assigned to participants using http://random-name-generator.info/ which 
generates names based on the frequencies within all U.S. census data, ignoring local 
community or subgroup variation, and ignoring the actual gender or age of the student. 

3 Results 

The top five strongest associations between affective sequences and specific interview 
codes were [helpful, sustained FRU], [helpful, BOR-->FRU], [difficult, ENG-->FRU], 
[interesting, BOR-->ENG], [strategic, ENG-->FRU]. Table 2 shows the magnitude of 
the relationships between these affective sequences and interview codes. In examining 
the interviews in detail, we were able to better understand many of these relationships.  
 
Strategic: ENG->FRU and Difficulty: ENG->FRU 
 

Many of the same interviews that immediately followed ENG-FRU affect transitions 
involved reports of both difficulty and strategic behavior.  
 

Several students seemed to transition from engaged to frustrated when they 
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Table 2. The five strongest associations between affective sequences and interview codes 

Interview 
Code 

Affective  
Sequence 

Pct Code 
when  
Affect 

Pct Code 
when  

~Affect 

Pct Affect 
when Code 

Pct Affect 
when 
~Code 

Relative 
Diff (by 
Code) 

Helpful SusFRU 66.7% 13.4% 4.5% 0.4% 12.4x 

Helpful BOR->FRU 50.0% 13.7% 2.3% 0.4% 6.2x 

Difficult ENG->FRU 83.3% 44.8% 3.5% 0.6% 6.0x 

Interesting BOR->ENG 12.5% 2.3% 12.5% 2.3% 5.5x 

Strategic ENG->FRU 83.3% 53.9% 2.9% 0.7% 4.2x 

 
experienced difficulty and did not understand the system’s feedback. For example, 
Gretchen said, “I change one thing and then I go back to the clues on those things and 
then I'm yeah. My head hurts… He keeps giving me zeros even though I on yesterday 
I got a percent when I know this there… I don't even know what correct is.” 

 
Gretchen responded to her frustration by trying different approaches, such as taking 

notes -- “I know it’s very good to take his clues… Sometimes I had trouble with sea ice 
so I would go to sea ice now change and thing that was put in the ice and then you see 
that's not the thing and then you would have to come in for what he's...So whatever I 
do like I go back to…”, to which the interviewer responded “Yeah that's that's one way 
to keep a note.” 

 
Willard adopted a different strategy: “So I'm focusing on one subject and taking a 

quiz. Sometimes I think I'm not going…”, to which the interviewer responded “But 
now you've got that. Yeah but things that want to test it. OK. So, you'll work from this 
quiz.” and Willard responded, “Yeah it's [inaudible], so whatever he doesn't you know 
that's wrong.” 

 
Another student, Shawn, also adopted a different strategy. Shawn expressed his frus-

tration -- “I keep getting them wrong and I don't really know what I'm doing [inaudible] 
trying to learn a bit more about it” -- but adopted a strategic response to the situation: 
“I've been trying to fix my links.” 
 
Helpful: Sustained FRU 
 
Two of the three cases where sustained frustration occurred had student reports of the 
system being helpful. These students experienced sustained frustration, but then expe-
rienced breakthroughs -- even eureka moments -- after that sustained frustration. The 
system’s features were helpful, but the students’ own strategies also played a role. 

 



 

In one example, Jason tells the interviewer “I haven't done too well but it helped me 
know a lot of things I have wrong and I still have a few areas to [inaudible]. I think I'm 
making progress…” 

 
Jason expresses his frustration -- matching the detector assessment -- “I feel like I 

kind of skimmed a little on the science book. And reading it again and it's like wait, I 
don't remember reading that and then I add it to the concept map… We have like I have 
something that like connects something that's not supposed to even though overall it 
should do that. Then it’s like messing me up… I suspect I'm still missing something, 
and I need to add something on.” 

 
But later, Jason explains the strategy he is using, and how it helps the system help 

him: “I was having trouble finding what was wrong so then I tried to make more specific 
quizzes and... it's helped me understand more. Because I'm pretty sure I fixed this.” 
When prompted, by the interviewer, “Yeah? Are you using them more frequently now 
or?” Jason responds, “Yes.” 
 
Helpful: BOR->FRU 
 
Looking at this relationship shows the limitation of this method. In this case, the fairly 
large difference in relative magnitude came down to the very limited number of cases 
of BOR->FRU, only 2, one of which coincided with helpful. The resulting interview 
demonstrates boredom, frustration, and helpfulness, but it appears they may coincide 
due to the interviewer’s choice of questions rather than a genuine interrelationship. 

 
Early in the interview, Shirley indicates frustration: “Because when I do shortcuts I 

get it wrong when I’m pretty sure it was right so I’m trying to fix this shortcut…”  -- 
later she discusses her lack of interest in the topic -- in response to the interviewer’s 
question “Is it the sort of thing that you like to do generally?” the student responds 
“After school I usually read… I like to read fanfiction… Anime. A lot of anime.” 

 
She discusses with the interviewer when Mr. Davis is helpful within the system, in 

response to a specific question on what is helpful. First, the interviewer asks, “So tuto-
rial this morning help?”, to which the student responds “Yeah.” Then the interviewer 
asks “Yeah okay, is there anything else you figured out the last day or so help?”, and 
Shirley responds “I figured out that with my quiz result, if I get something wrong I let 
[Mr. Davis] try to figure out why I got it.” -- but these questions and responses are not 
connected to the immediate context of the interview. 

4 Discussion and Conclusions 

In this paper, we have used a novel multi-method approach to better understand the 
student perceptions surrounding the experience of frustration while learning from 
Betty’s Brain. In this approach, automated detectors were used to identify affective 



 

transitions involving frustration (and sustained frustration) while using Betty’s Brain, 
in real-time, and then field researchers conducted in-the-moment interviews with stu-
dents experiencing those affective patterns. The interviews were coded for experiences 
of difficulty, perceptions of helpfulness, perceptions of interestingness, and use of stra-
tegic behaviors. We then distilled the top five sequences of affect that were most asso-
ciated with a difference in the frequency of specific interview codes and analyzed cases 
where these affective sequences and interview codes co-occurred. 

 
Through this analysis process, we found patterns that provided insights on the “why” 

and “what next” of frustration. Students who went from experiencing engaged concen-
tration to frustration often reported both experiencing difficulty and using strategic be-
havior to resolve it. It may be possible to leverage this pattern, a productive response 
to experiencing difficulty, to better support students. These findings suggest that if a 
student goes from engaged to frustrated when encountering difficulty, but does not 
adopt a strategic behavior (which can be automatically detected as well [24, 31]), it may 
be appropriate for the learning system to offer recommendations of learning strategies. 
However, the best strategy may vary from case to case. Gretchen, Willard, and Shawn 
all adopted different learning strategies in response to the combination of frustration 
and difficulty. Jason’s experience shows that the right system support can help resolve 
frustration -- even sustained frustration. Therefore, a learning system such as Betty’s 
Brain may be able to use an approach such as reinforcement learning [32] to identify 
which strategy to recommend to which student, using the qualitative findings presented 
here to drive the design of learning strategy supports.  

 
At the same time, Shirley’s example -- where an affective state and interview code 

coincided due to the interviewer’s choice of questions rather than a more useful overlap 
-- shows that there are still limitations to our method to be worked out. Another limita-
tion is seen in our method’s speed. Our method successfully focused interviewer time 
on key events of interest and facilitated the collection of interviews involving relatively 
rare events. However, the coding required afterwards was time-intensive, and is still 
ongoing for additional interview codes. It may be possible to improve the method -- to 
address both these limitations – by following interviews with an immediate end-of-day 
round of interview data coding, while the interview experience is still fresh in the field 
researchers’ minds. This would also support the possibility of using this method not 
just for research, but for fast-paced iterative design.  

 
Our next steps, therefore, are to use these findings to refine Betty’s Brain. In that 

work, we will study the potential of Quick Red Fox -- with some procedural adjust-
ments -- to enhance our process for rapid iterative design. At the same time, we will 
continue to study the rich data set we have obtained for further insights on student affect 
and perceptions. Overall, we believe these results demonstrate the potential of integrat-
ing data mining and qualitative research in new ways, facilitating the process of better 
understanding learners and improving learning experiences. 
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